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��Microsoft SQL Server 6.0 Overview for Reviewers

This guide will aid your understanding of the important new features in the Microsoft® SQL Server™ 6.0 client-server relational database management system.  It is intended to complement the other materials that are included in this reviewer’s kit, including product literature, parts description and price list, packaging and distribution information, and customer case studies.

This Reviewer’s Guide covers the Microsoft SQL Server 6.0 March Beta Release.  This is a pre-release version of SQL Server intended for evaluation purposes only. Like all Microsoft beta software, Microsoft SQL Server 6.0 will undergo performance tuning during the product release cycle.  Even though this document covers issues related to performance testing, the performance of the final product may differ significantly from beta software. Therefore, you should plan on benchmarking SQL Server 6.0 for publication using only the final shipping, “golden” release software.

This guide assumes that you already have some familiarity with the basic features of Microsoft SQL Server 4.21. For more information, the technical whitepaper Microsoft SQL Server: Technology and Architecture offers an in depth discussion of the new architecture and Windows NT™ operating system integration found in Microsoft SQL Server.  It is an excellent source of information about Microsoft’s design goals, architectural approach and implementation of SQL Server technology.

Review Considerations

Microsoft SQL Server 6.0 contains many new features and capabilities that benefit from additional memory. While the base system will run on Windows NT Server with a minimum of 16MB RAM, to use features such as built-in data replication and engine-based cursors requires a minimum of 32MB.

As with all database management systems, performance is significantly enhanced by additional memory, faster processors, and advanced parallel I/O subsystems.  Customers using Microsoft SQL Server for production applications are equipping their systems with large memory and disk storage subsystems to address demanding requirements. Many customers find that systems with 64-128MB of RAM address these needs very well.

Microsoft recommends evaluating SQL Server 6.0 on a fast Pentium™ or RISC-based system with a minimum of 32MB of memory. 64MB is optimal for highest performance with very large databases or large numbers of users.  More memory provides bigger data and procedure caches, and thus increased performance.  SQL Server also makes extensive use of asynchronous I/O technology, and will benefit from array disk controllers and RAID configurations. As the number of users on the system increases and as a database grows in size these settings will change. 

To test replication you will need at least two servers. 

Review SQL Server in light of customer requirements

There is a tendency when evaluating database software to consider products based on their relative performance.  Better performance is almost always an important requirement for database management tasks, and Microsoft SQL Server has set TPC performance records on industry-standard hardware systems.  However, the changing nature of corporate computing is making other considerations equally important.

As customers move data and applications out of the data center and onto corporate networks, they become more and more difficult to manage and administer.  The software must be designed for use outside a corporate data center and to operate with less reliance on central staff.  Ease of installation, tuning, management and control, particularly in a distributed environment, is critical.

In addition, overall reliability and robustness is crucial to success of large-scale client-server environments.  If a database server is difficult to install and sensitive to “environmental” issues in the lab, it probably will also be so in a real-world environment.  If a failure does occur, how difficult is it to recover the system?  What if a server goes down at a remote location and there is no administrator on site?  These are considerations that are important to Microsoft’s customers, and the features of Microsoft SQL Server 6.0 reflect this.

We believe that how well client-server products address these points should be given equal weight with performance considerations.  You may have two equally fast cars, but if one lacked air conditioning, had a bumpy ride, and broke down frequently, which one would you choose to drive to work every day?

Understanding performance

To properly evaluate performance and understand the benefits of Microsoft SQL Server’s multithreaded Symmetric Server Architecture, you should also conduct tests on multiprocessor hardware.  For many customers, the most important reason to choose Microsoft SQL Server is its scalability. Because SQL Server is based on a new multithreaded parallel database kernel, it can take advantage of additional processors right out of the box.

Until very recently, multiprocessing hardware systems have been costly, expensive, and complex.  In many cases, special parallel database and operating system software have been required to gain SMP support.  In fact, it is still uncommon for many customers to be using DBMS software on systems with more than 2-3 processors.

Today, SMP becoming a mainstream architecture among industry standard hardware platforms. We’ve targeted these platforms for Microsoft SQL Server predicting that this class of server hardware will dominate in the next 3-5 years. In combination with powerful, cost-effective hardware systems from Compaq, DEC, NEC and others, Microsoft SQL Server has effectively rewritten the book on database price/performance. Microsoft SQL Server currently holds the industry record for database price/performance on the TPC-B benchmark.�

With Microsoft SQL Server, we’ve tried hard to eliminate the complexity from multiprocessor support.  The same version runs out of the box on either single or multiprocessor hardware. Extracting even greater performance will continue to be a key engineering focus. While we continue to devote resources to processor scalability, we recognize that raw, top-line performance is the real goal.

Product Overview

Today’s organizations are becoming increasingly dynamic in order to respond to changing business conditions. More and more decision-making is being decentralized, and business processes are being streamlined to improve productivity. To support these changes, organizations are turning to distributed computing—moving information closer to users who need it for critical decision making.

�

Microsoft SQL Server 6.0 is the first RDBMS designed specifically to meet the demanding requirements of distributed client-server applications. It brings critical “enterprise” features such as data replication, parallel processing, and large database support to cost-effective standard hardware platforms, yet remains easy to manage and use.  It addresses key issues of remote administration and operational control via a comprehensive object-based distributed management framework. It introduces innovations such as OLE automation and scripting via the Visual Basic® programming system to improve integration with desktop computing environments, and interoperates with a wide variety of legacy database platforms. Microsoft SQL Server 6.0 also continues Microsoft’s commitment to industry standards, with expanded support for ANSI SQL and ODBC.

Microsoft SQL Server 6.0 is a member of the Microsoft BackOffice family, five server applications designed to work together as an integrated system to help customers improve decision-making and streamline business processes with client-server solutions.  Microsoft SQL Server 6.0 also anchors the high end of Microsoft’s scalable line of database and development tools which include Microsoft Access, FoxPro®, Visual Basic and Visual C++™.

SQL Server Technology Roadmap
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Microsoft SQL Server 6.0 has been built from the very start for client-server computing. It supports a broad base of open applications and tools, and is designed to “plug and play” as seamlessly as possible with desktop applications and with legacy systems. To be easy to manage, it is graphical in more than just a superficial way, offering direct integration with key desktop technologies such as OLE, ODBC and MAPI. And—to support customers deploying mission-critical applications on distributed networks—it delivers scalable high performance platform for distributed computing that attempts to meet or exceed the reliability, availability, and serviceability that characterized traditional “glass house” systems.

This product entered beta release in October 1994 to an initial set of 125 select corporate customers, ISVs and VARs. This number has quickly expanded. By March of 1995, more than 2,500 sites worldwide began running the new system in evaluation and trial.

Design Philosophy and Product Goals

Microsoft spent a lot of time listening to feedback from customers about what they wanted in a distributed database management system. Issues of scalability, manageability, interoperability with legacy platforms, ease of use, cost/performance, and close integration with desktop tools had begun to define these requirements in new ways.

�

Microsoft SQL Server 6.0 is the result of a ground-up rethinking of what issues were important to customers making the sometimes painful transition to distributed computing. For example, ease of use—sometimes considered a “desktop” attribute, turns out to be key requirement in enterprise-wide computing, since distributed systems are often deployed in remote locations without trained staff to manage them. And, since distributed computing requires information to be easily accessible anywhere in the enterprise, a reliable and easy to use way of replicating data—a costly, complex and specialized technology until now�—needed to be developed.

Microsoft SQL Server 6.0 incorporates a world-class feature set for distributed client-server computing. Customers using SQL Server 6.0 will see benefits in the following key areas:

Reliable distributed data and transactions

Centralized control of distributed servers

Increased performance and scalability

Support for very large databases

Enhanced programmability and standards support

Rich desktop integration

Continued open interoperability

Reliable distributed data and transactions

SQL Server 6.0 incorporates a built-in data replication architecture that offers reliable, high performance distribution of data in an enterprise while fully preserving transaction semantics. With an intuitive ‘publisher/subscriber’ metaphor and ‘drag/drop’ management interface, SQL Server’s replication is easier to use and more flexible than other database implementations. It also supports both log-based replication and ‘point-in-time’ synchronization (snapshots) which gives administrators a choice of replication strategies. SQL Server offers distributed security integrated with Windows NT with central control of passwords across a domain and new encryption services for logon and data stream. Data being replicated can also be encrypted over the wire.

�

Centralized control of distributed servers

SQL Server 6.0 ships with a comprehensive new Distributed Management Framework (SQL-DMF). Based on a distributed OLE implementation, SQL-DMF allows administrators to manage and control groups of servers on an enterprise network. Three tiers make up the framework: SQL Enterprise Manager is a 32-bit administration tool that provides centralized control and management of groups of servers. SQL-Distributed Management Objects (SQL-DMO) is an OLE automation layer that connects the tools the engine services; and SQL Executive, an ‘intelligent agent’ that provides scheduling services to automate maintenance tasks on the server, including replication, task management, and event/alert handling. Because it is based on OLE, SQL-DMF can be scripted using popular OLE tools such as Visual Basic or Visual Basic for Applications (VBA). SQL-DMF also will support in a future update an SNMP database MIB interface so that SQL Server can participate in heterogeneous management environments.

Increased performance and scalability

Microsoft SQL Server 6.0 builds upon the performance leadership of its predecessor, and is now up to 400% faster for some types of database operations on SMP hardware. We’ve extended SQL Server’s Symmetric Server Architecture to deliver higher performance and scalability by making greater use the internal parallelism within the DBMS using threaded subsystems. New parallel data scan, parallel load, parallel backup/restore, and asynchronous read-ahead contribute to improved performance and scalability. SQL Server 6.0 now supports high speed parallel backup/restore to up to 32 striped devices which results in an order of magnitude performance improvement; we’ve clocked backup transfer rates at over 20GB per hour on a Compaq® ProLiant™ server. In addition the optimizer has been rewritten to perform man complex subqueries many times faster than before.

�

Support for very large databases 

Previously a 10-15GB database was considered very large for SQL Server (although some customers have databases of 60GB or more on 4.21a). With SQL Server 6.0’s high speed parallel backup and other performance enhancements it is now possible to support databases of 100GB or more on appropriately configured Windows NT-based hardware systems. Other maintenance operations such as DBCC benefit greatly from parallel scan and large block-size I/O. SQL Server 6.0 also now supports dump and load of a single table and significant usability enhancements throughout almost all operational support areas of the product. A unique enhancement is support for removable media devices such as CD-ROM, making possible information publishing applications.

Enhanced programmability and standards support  

Transact-SQL has been substantially enhanced to conform with ANSI and to extend capabilities for programmers. There are new ANSI datatypes, ANSI-standard referential integrity, an automatic key sequence generator, the ability to pass identifiers and TEXT and IMAGE datatypes as parameters to stored procedures, autoexec stored procedures, local and global temporary tables, temporary stored procedures, a new extended ANSI-92 CASE statement that provides conditional evaluation within expressions. Most significantly, SQL Server 6.0 supports a rich forward and backward scrollable engine-based cursor implementation. Microsoft cursors support all modes specified by advanced ANSI conformance levels as well as native ODBC cursor semantics, and are compatible with the existing cursor APIs in DB-Library. (Microsoft has preserved existing application investments.)

�

Rich integration for desktop applications 

SQL Server 6.0 is designed not only to manage information, but to make that information easy to use. Hundreds of the leading desktop tools work with SQL Server today. With version 6.0, Microsoft SQL Server is the first RDBMS to support key desktop technologies, including OLE automation, native ODBC cursor semantics within the engine, an enhanced MAPI interface for sending and receiving queries results via mail, and a single logon to network and database. Because it runs within a Windows computing environment, SQL Server 6.0 is able to “plug-and-play” with desktop tools. For example, it is possible to fire a query from a SQL Server trigger, pipe the results to the Microsoft Excel charting engine via OLE, format the resulting graph and data in a Word report, and mail it as an attachment to 50 users via MAPI. ODBC drivers are now “native” drivers and run as fast as DB-Library.

�

Continued open interoperability

Microsoft SQL Server remains an open, interoperable platform that works with what customers have and know. Open Data Services provides a customizable gateway interface to virtually any external data source, and new pre- and post-handler functions provide customizable auditing capabilities. Microsoft-compatible gateways from Information Builders, Showcase Corp. and others connect SQL Server 6.0 directly to over 40 different mainframe database systems. SQL Server 6.0 supports all major LAN protocols out of the box. In addition, we’ve maintained our commitment to customers who have been using SQL Server’s existing client APIs. Both ODBC and DB-Library are enhanced to support all new features in SQL Server 6.0.

Background and Product History

Microsoft introduced its first version of SQL Server in 1988. Since that time, Microsoft has grown to become one of the world’s largest database and tools vendors, and the leading provider of relational database products for Windows operating systems.

Microsoft took over core development of SQL Server at the start of 1992. In moving the product from the OS/2® platform to Windows NT, Microsoft’s engineering team substantially rewrote the kernel with the goals of delivering a powerful multiprocessing RDBMS that ran extremely well on Windows NT. The result was a new high performance database server which was characterized by use of native thread services and tight integration with the Windows NT operating system, yet—unusual for a new platform—maintained 100% compatibility with existing applications and data

�

Microsoft assumed all development for SQL Server in 1992 and subsequently took direct control of the technology and future directions of the product line.

Microsoft shipped SQL Server for Windows NT in September 1993. In the same month Compaq Computer Corp. published TPC benchmarks using SQL Server that broke industry records for price/performance�. In addition to the performance and scalability, customers found SQL Server to be easier to manage than other database servers, with a rich set of Windows-based administration tools. The system was an immediate success, with customers taking delivery of 10,000 servers in the first 3 months of sales. Microsoft SQL Server has been recognized as Client-Server Product of the Year by InfoWorld, one of the 10 Best Products of 1993 and 1994 by PC Week Labs, Database Server Product of the Year by LAN Magazine, and has been awarded Readers’ Choice by the readers of both VARBusiness and DataBased Advisor magazines.

Since its initial release, Microsoft has added support for RISC platforms, a MAPI interface, data migration tools, and compatibility with Windows NT 3.5 and Microsoft BackOffice. The product also has a new flexible pricing model that lets customers choose between either concurrent use per-server licensing or per-seat licensing according to the requirements of their business. 

Market Presence

Since delivering our first release for Windows NT, hundreds of major customers including Pennzoil, Chevron Canada, Nordstrom, Bell Atlantic and Freightliner have moved mission-critical applications into production on Microsoft SQL Server. These customers have found they are able to develop and deploy distributed applications more rapidly and at lower cost than with competing platforms.

Top Relational Database Platforms for�Client-Server Computing in 1995�� Source: 1995 Client-Server Application Study, VARBusiness Research, January 1995

Today, Microsoft SQL Server has become the number 2 database platform for client-server computing among leading systems integrators and VARs, according to the 1995 Client-Server Application Study published in January by VARBusiness Magazine. As one measure of customer satisfaction, a survey conducted by the Gartner Group in August 1994 showed that a greater percentage of Microsoft SQL Server customers plan to increase spending with their database vendor than the customers of any other database vendor.





Microsoft SQL Server 6.0 At a Glance

Microsoft SQL Server 6.0 extends the performance, reliability, and scalability of Microsoft SQL Server to meet the needs of customers who are deploying large-scale distributed information systems. SQL Server 6.0 provides powerful tools for enterprise-wide administration, data replication, parallel DBMS performance, and scalability to very large databases. SQL Server 6.0 also provides tight integration with OLE object technology. SQL Server 6.0 enhances many existing Transact-SQL language statements, and builds upon its existing tools and system procedures. SQL Server 6.0 also offers improved ANSI SQL support and language enhancements that include declarative referential integrity and powerful engine-based cursors which exceed the ANSI standard.

For complete details of the new features see the Microsoft SQL Server Transact-SQL Reference and the Microsoft SQL Server Administrator's Companion.



Main Benefit�Product Features��Reliable�Distributed Data�and Transactions�Built-in asynchronous data replication provides continuous, reliable forwarding of transactions across servers for high-availability synchronization of distributed data without costly add-on products

Intuitive ‘publisher/subscriber’ metaphor makes replication easy to manage and deploy

Supports key replication models: asynchronous log-based transaction propagation as well as ‘snapshots’ of tables and objects

Easy to configure and manage via built-in visual administration tools��Centralized Control over Distributed Servers�Central management of distributed servers from a single console

Drag-and-drop control of replication, data migration and other operations

Automated control of remote operations via powerful scheduling engine, including auto server restart, unattended backup, log threshold management, remote performance monitoring, event logging, and administrator paging and alerts

Administration Wizards simplify complex maintenance tasks

Visual Basic scripting provides new levels of extensibility and customization��High Performance�and Scalabilty�Symmetric Server Architecture provides scalable high performance on standard multiprocessor hardware using an advanced native multithreaded database design

Parallel scan subsystem boosts query performance by up to a factor of 4

New optimizer technology dramatically improves subquery performance and allows tuning of index selection and joins for high performance

Asynchronous read-ahead improves I/O efficiency and query performance��Scalable to Very�Large Databases�High-speed parallel backup supports multithreaded dump and load across multiple devices simultaneously at rates that can exceed 20GB per hour

Parallel bulk load operations permit multiple BCP processes to load sets of data concurrently

Dump and load of individual tables and other enhancements reduce the time it takes to perform common maintenance operations

Removable media support permits the publication and distribution of large databases on inexpensive read-only media such as CD ROM.  Databases can be ‘mounted’ and ‘unmounted’ dynamically��Enhanced Programmability and Standards Support�Declarative referential integrity provides DBAs with enhanced control over data integrity within an ANSI standards-based data definition language

Exceeds ANSI standards for scale and precision in new DECIMAL and NUMERIC datatypes

Automatic key sequence generation via new IDENTITY datatype property

Rich SQL language extensions such as EXECUTE ‘immediate’ and CASE offer powerful new programmability to developers��Rich Integration for Desktop Applications�Rich forward and backward-scrollable engine cursors allow efficient data browsing from desktop applications and tools using both ANSI and ODBC conventions. Cursors are also fully supported in DB-Library.

OLE automation enables rich integration with Microsoft Office and Visual Basic applications

Mail-enabled queries via MAPI allows integration into workgroup/workflow environments��

There are a variety of other enhancements not covered in this guide.  See the SQL Server System Administrator’s Companion for more information.

Product Facts at a Glance

Note: this information is preliminary at the time of the March Beta Release, and subject to change.



Item�Description��Name�Microsoft SQL Server ��Version�6.0��Descriptor�Client-server database management system for distributed computing��Licensing and Pricing�Microsoft SQL Server 6.0 will be available with the same flexible per-seat or per-server licensing model introduced with SQL Server 4.21a.

Pricing for version 6.0 has not been announced. For reference, pricing for the current products is shown below:

Server�SQL Server 4.21a (multi-user)	$999�SQL Workstation  System 4.21a (single-user)	$499�User License 4.21a (Qty. 20)	$119

Add-on Products�Printed documentation sets	$99��System Requirements�Windows NT Server 3.51 or higher, Intel® 386 or higher (486 or Pentium strongly recommended), MIPS® R4xxx, or DEC™ Alpha  AXP™-based system, 16MB RAM minimum (RAM required for configuration as a publication server) a 35MB free hard disk storage, a CD-ROM drive.

Additionally, Microsoft SQL Workstation is supported on Windows NT Workstation 3.51 or higher.��Supported Networks and Protocols�Microsoft SQL Server supports virtually all corporate network environments out of the box, including: Novell® NetWare® IPX/SPX, Microsoft Named Pipes (including Windows NT, Windows® for Workgroups, Windows 95, LAN Manager), TCP/IP sockets, Banyan® VINES®, DECNet™, AppleTalk®, multiprotocol networks.��System Capacity�Up to 2GB memory, up to 8 terabytes disk storage, 32,767 databases per server. Up to 32,767 concurrent user connections per server. Unlimited number of tables and database objects.  Databases can span multiple physical disks. ��Supported User Connections�32,767	SQL Server�15 (single user only)	SQL Workstation��Supported Client Platforms�DOS, Windows, Windows NT, UNIX®, OS/2, Macintosh®��Microsoft Support Services

Microsoft Corporation is committed to providing the level of service and support that companies need to successfully implement mission-critical business systems using Microsoft BackOffice products.  Microsoft provides complete 24x7 product support on Microsoft Products, while Microsoft Solution Providers and Authorized Support Centers (ASCs) offer additional on-site, multivendor systems integration within their areas of expertise.

The chart below defines Microsoft’s three service offerings appropriate for SQL Server deployment.  Customers needing the assistance of a dedicated technical account manager and Premier Support Team will prefer Premier or Premier Global service offerings.  Both Premier and Premier Global provide proactive account services such as an annual customer support plan; monthly status reports detailing service requests, escalation procedures and overall support issues for the previous month, and a Supportability Review Report with detailed analysis of the customer’s computing infrastructure and specific recommendations by Microsoft.  The Premier Global account, new in 1995, also offers large multinational corporations the advantage of unlimited enterprise support worldwide under one contract.  Priority Comprehensive is appropriate for small to large corporations with internal expertise to handle the bulk of their support needs.  All three programs offer 24x7 mission-critical product support through an 800 number.



Plan�Pricing & Program Components�Features��Priority Comprehensive

�$3,995/year including 35 incidents/year

$1,500/10-pack of incidents

$150/incident

Priority access to support queues

24x7 access

800 toll-free access

(annual contract only) Access to Microsoft Knowledgebase via MSDN, Microsoft OnLine, CompuServe®, Internet, America On-line, Prodigy and GE On-line�Mission Critical, Server Down Support

Remote Diagnostics

Problem replication labs

Defined response times for varying severity levels

Standard escalation path for all technical issues

Quick Fix Engineering Policy evaluates and addresses product problems between regular product release cycles (Hotfixes and Service Packs to customers)

Product resource kit available for [product name] via TechNet, Internet, CompuServe and GEnie

Documented Buglist and Fixlists 

Proactive notification of new technical articles of interest as uniquely defined by the customer.��Premier

�$25,000 year flat fee includes 150 support incidents/year

Additional 10 pack of incidents, $1,500

Designated Premier Support Team

Proactive account services/support planning and review

24x7, 800 toll free access

TechNet subscription and full access to on-line support

Access to Microsoft Knowledgebase via Tech Net, MSDN, Microsoft OnLine, CompuServe, Internet, America Online, Prodigy and GEnie�Same as Priority Comprehensive ��Premier Global



�$225,000 Base Price

10 contacts located anywhere in the world, unlimited support incidents

Additional contacts: $10,000/year

Designated Premier Global Support Team

Single contract for global services

Globally coordinated proactive account services/ support planning and review

Unlimited access to support services for named contacts

24x7, 800 toll free access where available worldwide

TechNet subscription and full access to on-line support

Access to Microsoft Knowledgebase via Tech Net, MSDN, Microsoft OnLine, CompuServe, Internet, America Online, Prodigy and GEnie

Regional Support Centers provide 24x7 mission critical support worldwide�Same as Priority Comprehensive��

Microsoft Authorized Support Centers

Microsoft’s ASCs are specially trained and certified on Microsoft products and are selected for their ability to provide a broad range of mission-critical support options.  Customers can choose to work with the ASC as a single point-of-contact or they can combine ASC services, Microsoft services, other Microsoft partners and/or in-house staffing.  ASCs are provided with high-level backup support from Microsoft, along with complete product information, extensive training and diagnostic tools and service offerings.  Microsoft teams with the following ASCs:  AT&T Global Information Solutions, Corporate Software, Digital Equipment Corporation, Hewlett Packard, HFSI, Inacom Corp., Softmart Inc., Spectrum Integrated Services, Unisys Corporation, and Vanstar.



Performance and Scalability

Microsoft SQL Server 6.0 is based on an inherently parallel database architecture that makes extensive use of multiple operating system threads internally to achieve high performance and scalability on multiprocesor hardware. All task scheduling within SQL Server is preemptive, providing smoother operation and greater fault isolation. Because threads are scheduled on the most available CPU dynamically, SQL Server automatically achieves dynamic load balancing across multiple CPUs. Microsoft calls this design Symmetric Server Architecture.

Benefits of Microsoft SQL Server 6.0 Symmetric Server Architecture

Microsoft SQL Server’s Symmetric Server Architecture delivers the following benefits:

Reduced system complexity. SQL Server does not duplicate operating system services such as scheduling, memory allocation, and queuing, which results in a more efficient and stable system architecture.

Higher performance.  SQL Server achieves very high levels of transaction performance and throughput on microprocessor hardware, even for hundreds of concurrent users.

�

Smoother, preemptive operation. SQL Server schedules user tasks preemptively, providing for smoother operation and improved resource utilization

Adaptive load balancing. SQL Server’s workload is dynamically balanced across multiple CPUs, resulting in more scalable operation on symmetric multiprocessing hardware

Greater robustness and reliability. User tasks executing on separate threads are protected from one another and can be terminated gracefully by SQL Server in case of error. For example, with SQL Server it is possible to terminate a sleeping process and to isolate protection violations to a single thread rather than affect the whole server. A “runaway” task is not possible.

Parallel DBMS Enhancements in SQL Server 6.0

For SQL Server 6.0, Microsoft has extended the parallel DBMS features of Symmetric Server Architecture much further. By executing a wider range of internal database functions in parallel using multiple operating system threads, the performance and scalability of many database tasks such as certain types of queries, scans, index creation, backup and restore, database consistency checking, and other functions can be dramatically increased on multiprocessor hardware.

High Speed Parallel Backup and Restore

Database backup and restore can now be up to an order of magnitude faster with the new striped backup capability that dumps data to up to 32 attached tape or disk devices in parallel. Microsoft has clocked this feature at greater than 20GB per hour throughput. The primary benefit of parallel backup is it makes much larger databases� practical on microprocessor-based hardware platforms. The practical upper limit for a large database in SQL Server 4.21 was between 15-20GB. Beyond that, it simply took too long to perform maintenance operations. SQL Server 6.0, on the other hand, has been designed to support databases in excess of 100GB on appropriately configured high-end hardware. This capability meets the needs of customers who are deploying large production databases on lower-cost hardware.

�

Parallel Scan and Asynchronous Read-Ahead

With parallel data scanning and asynchronous read-ahead, certain types of queries and other database operations will execute from 40% to 400% faster on multiprocessor hardware. That’s because SQL Server 6.0 is able to scan tables and indexes in parallel using multiple threads, and to use predictive algorithms to pre-fetch data into cache.

The graph at left shows the affects of these enhancements. The graph measures the time it takes to do multiple scans of more than 10,000 non-cached pages of data from disk (a lower number is better). This operation might be typical of a long-running aggregation query or summary report. The data shows that as the number of clients increases, SQL Server 6.0 completes the operations up to 4 times faster with parallel data scan and asynchronous read-ahead.

This technology provides a performance boost for any operations which traverse the database or tables, for example, SELECT, searched UPDATES and DELETES, CREATE INDEX, DBCC, DUMP/LOAD, etc.

Parallel Load

It is now possible to start multiple instances of BCP or of SQL Enterprise Manager and execute overlapping load operations to SQL Server in parallel. This capability is important to many customers who are moving into data warehouse environments where they have to load large amounts of data in a short window of time.

More Intelligent Optimizer 

The SQL Server 6.0 optimizer has been substantially rewritten to provide improved performance, particularly for complex subqueries and cursor operations.

With the previous Sybase®-derived optimizer, each subselect was optimized in isolation from the rest of the query.  For example, joins in the outer query that could reduce the number of rows involved in the subselect were not considered. When subselects referenced more than one outer table, the join terms between those tables were not considered, requiring a Cartesian product of the outer tables.

Now, subqueries are optimized along with the tables in the main query.  The optimizer will choose to evaluate subselects such that overall cost of the query is minimized.  For example, it may join 2 tables in main query before doing the subquery.

The benefits of this are dramatically improved execution times for affected queries. One famous PeopleSoft® test case would run for over an hour and 40 minutes on SQL Server 4.21.  It now completes in three seconds, with no changes to the query, tables, or index!

In addition to the performance enhancements, the optimizer is also now fully compliant with ANSI-SQL subquery semantics for functions like correlated queries with aggregation.

Other Optimizer Enhancements

SQL Server can now perform reverse traversal of indexes, which optimizes for backwards scrolling cursors and ORDER BY DESCENDING. 

Indexes will now be used to process DISTINCT.

Multiple index densities kept and used in distribution page histogram for prefixes of composite indexes.

The 16-table join “limit” has been relaxed. Previously, internal work tables counted against the limit, hence, the practical limit might have been fewer than 16 user tables

The 64-page query plan limit has been eliminated, enabling larger stored procedures.

The 250 AND/OR limit has been eliminated, and binary sorting of those elements is conducted for high performance.

64-bit integers are now used for cost computation, resulting in better query optimization.

Optimizer Hints

Optimizer hints let the programmer specify an index or join order explicitly by name. This allows predictable performance for stored procedures. It is also possible to set an explicit join order via SET FORCEPLAN. In addition, it is possible to hint whether more concerned with response time or total throughput:

SELECT * FROM AUTHORS (index=au_lname_idx)

SELECT * FROM FOO (FastFirstRow) order by col1

Tunable Lock Escalation

SQL Server 6.0 now supports a tunable lock escalation parameter which can significantly optimize performance for large memory, large cache environments. The parameter allows the DBA to establish when SQL Server 6.0 will escalate a number of page locks to a table lock. Previously, escalation always occurred at 200 pages, regardless of the table size. For example, a 200 MB table has 102,400 pages.  200 pages was only  0.20 % of the table yet it caused the RDBMS to take a full table lock! This parameter is now settable via sp_configure. 



Data Replication

Data replication is quickly becoming one of the most important areas of interest in database management. It is used to provide reliable, manageable dissemination of information for an enterprise.
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Microsoft SQL Server 6.0 is designed with distributed computing in mind. We’ve built SQL Server 6.0 around a robust and open data replication architecture that is well integrated, flexible and manageable. Because replication is a requirement for distributed computing, it is designed into SQL Server as a core component, not an extra cost add-on.

Benefits of Data Replication

In an era of open, distributed computing, it is common for departments, branch offices and business units to need access to the same information. In the past, access to centralized data could not be guaranteed during network outages, resulting in reduced application availability, downtime and lost revenues. Distributed applications needing access to a centralized data suffered from poor performance due to relatively slow wide area network (WAN) links. In addition, competition for the same data between decision support applications and OLTP applications adversely performance and response time.

A data replication architecture can address these problems. By enabling organizations to maintain system-managed copies of business-critical information across multiple database systems, data replication provides the following primary benefits:

Increases availability.  By maintaining redundant copies of critical information, replication provides for high availability in case of system failure, ensuring continuous access to critical information even if a central computing facility is unavailable. Replication also can be used to maintain “warm” standby servers to support rapid disaster recovery.

Improves performance.  By locating data closer to where it is processed, replication helps avoid communications bottlenecks in wide-area networks. Replication also allows the separation of production and decision support systems for better online transaction processing (OLTP) and query processing performance.

Supports diverse organizational models.  By delivering appropriate information where users need it most for timely decision making, data replication helps organizations be more productive and responsive.

Microsoft SQL Server 6.0 Data Replication

The most important requirement for any data replication system is that it be robust enough to provide continuous, reliable data delivery in the face of network outages and system failure. It must provide high performance store-and-forward capabilities with minimal impact to the primary server and guarantee reliable and secure data delivery. It should also be flexible enough to allow organizations to implement a range of replication strategies and topologies. In addition, because organizations cannot afford to have trained operators in every server location, replication must be well-integrated into the overall DBMS so that it is easy to remotely configure, monitor and manage. Finally, because organizations have many types of databases, the architecture must be extensible enough to support replication to heterogeneous databases, including desktop systems.
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Microsoft has designed SQL Server 6.0 to meet these needs. Replication—provided as an integral element of Microsoft SQL Server 6.0—allows organizations to automatically distribute copies of transactional data and database objects from a single source server to one or more destination servers at one or more remote locations. SQL Server 6.0 replication has these fundamental characteristics:

High performance.  The SQL Server replication architecture delivers high levels of transaction throughput with minimal latency and minimal impact on the publishing server. The distribution process can be moved onto a separate server to achieve optimal resource utilization. We’ve added performance statistics for replication, so the DBA can use the Windows NT Performance Monitor to dynamically view transaction throughput, avg. latency, etc. of the replication process.

Secure, reliable data delivery. SQL Server 6.0 guarantees transaction integrity for replicated data, with automated resynchronization and recovery capabilities. We support new CONSTRAINTS for replication, an extension to ANSI SQL, which ensures the update integrity of replicated data. In addition, we support optional encryption of the data stream to provide the highest level of security between distributed locations.

Flexible implementation.  SQL Server supports several different asynchronous replication models on a scheduled or continuous basis: log-based replication; point-in-time synchronization (‘snapshots’), and object transfer. These choices allowing organizations to implement a range of replication strategies and topologies. In addition to replicating user data and transactions, SQL Server provides an automated way to replicate database objects such as stored procedures, making it easier for organizations to maintain server-based code in distributed environments.
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Easy to manage and deploy.  Because organizations cannot afford to have trained operators in every location, Microsoft has integrated replication into the DBMS to reduce complexity, and provided visual ‘drag-and-drop’ tools so that it is easy to remotely configure, manage and monitor. The system uses an intuitive “publisher/subscriber” metaphor to make it easy to understand.

Extensible.  Customers have many types of databases, so we’ve built our replication architecture around standard services such as ODBC, which will make it easy for Microsoft to support replication to heterogeneous databases, including desktop systems in the future.

Server roles in replication

Servers can have three roles in SQL Server replication. All SQL Server 6.0 servers are capable of performing all of these roles.

Publication server. A server that has made data available for replication. A publication server maintains publication databases, makes published data from those databases available for replication, and sends copies of all changes to the published data to the distribution server. Also referred to as a publisher. 

Distribution server. The server containing the distribution database. The distribution server receives all changes to published data, stores the changes in its distribution database, and when appropriate (depending on scheduling and other variables) transmits them to subscription servers. Generally, the distribution server is the same computer that is acting as the publication server, but it can be a different computer. Also referred to as a distributor. 

Subscription server. A server that maintains destination databases, which receive and maintain copies of published data. Also referred to as a subscriber.

Graphical Configuration and Administration

Configuration and management of enterprise replication, typically a complex and time-consuming task, has been radically simplified in SQL Server 6.0 by the use of  comprehensive graphical administration tools. Administrators can define all aspects of replication creating and scheduling replication events and setting up subscriptions to these services. as well as having full control over the security of data being replicated. Each publication can explicitly define which columns and rows can be replicated from each table and which subscribers which have access to these publications. On the subscriber the DBA has full control over which users can access each data item.
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Configuring a Publication Server

The first step in designing a replication scenario is the decision of what information needs to be replicated and which server will own and publish the information.  Once a server has been designated to assume the role of publisher, the administrator determines where to install the distribution database.  The distribution database can be installed on the publishing server or on a another SQL Server, off-loading the distribution processing to another machine.  After determining the location and size of the distribution database (a function of how much data is being published and how long it is stored), only 4 steps remain, all initiated through the Replication Options dialog.

Install the distribution database - Local or Remote

Enable Publishing to These Servers - The Server Topology map allows administrators to drag-and-drop new subscribers, enabling them to receive publications. Optionally, a check box interface is available for adding serves.

Publishing Databases - Use the check box interface to select databases to publish.  Only user databases can be published.

Distribution Options - Several options are available to control the distribution of data. You can set transaction batch size and set distribution schedule (continuous or scheduled).

Configuring a Subscription Server

In order to maintain an open architecture capable of supporting replication to non-SQL Server databases, no configuration outside step 2 above (Enabling Publishing to these Servers) is required for subscribing servers. 

Once a subscribing server requests to receive a publication, the table MSLast_Job_Info is added to the corresponding subscribing database, maintaining the job-id of the last committed replication transaction. The job-id is used to ensure that the information on the publisher and subscriber are in sync. A subscriber also has the ability to override the default distribution settings for batch size and schedule.

Managing Publications and Articles

After enabling a database for publication (graphically identified by a new database icon with a hand) an administrator defines the tables and or subsets of tables to publish.  SQL Server replication offers great flexibility in determining exactly what sets of replicated data each subscriber receives:

Selective subscription to publications. A subscription server can subscribe to none, some, or all publications offered by the publication servers of your enterprise. 

Selective subscription to articles. A subscription server can subscribe to some or all of the articles within a publication.

Secure publications. Each publication has a security status of unrestricted (the default) or restricted. A publication marked unrestricted is visible to and can be subscribed to by any registered subscription server. A publication marked restricted is visible to and can be subscribed to by only those subscription servers that have been granted access.
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Publication of vertically partitioned tables. You can create an article that replicates only selected columns of the base table. Subscription servers receive only that vertically partitioned subset of the data. Note that the replicated columns must include the primary key column(s).

Publication of horizontally partitioned tables. You can create an article that replicates only selected rows of the base table. Subscription servers receive only that horizontally partitioned subset of the data.

And of course, an article can be simultaneously partitioned both vertically and horizontally, as depicted in the following illustration.

Synchronization

Before a new subscriber can receive replicated transactions from a publication, the publication and destination tables must contain the same schema and data. The process of accomplishing this is called synchronization. Synchronization ensures that the table schema and the table data in the publication and destination databases are made identical. Replication ensures that updates are applied to a subscriber only after the subscriber is synchronized. Synchronization affects new subscribers only.

Automatic synchronization is accomplished by SQL Server. A snapshot is taken of the table schema and data of the published article, and that snapshot is written to files for transfer. Administrators select from the following transfer method depending on configurations.

Bulk Data Copy - Character format for compatibility across all hardware architectures (Intel, MIPS, Alpha AXP)

Bulk Data Copy - Native format for fast transfer to the same architecture (Intel to Intel etc..)

Manual synchronization is carried out by the user. As with automatic synchronization, the publication server produces files containing a snapshot of the table schema and data from the published table, but with manual synchronization it is applied to the subscriber by a user, from tape or other storage medium. After manual synchronization is accomplished, the user must inform SQL Server that the synchronization is complete. 

No synchronization As an option, when setting up a subscription you can specify that SQL Server will not synchronize the published articles with the destination tables. SQL Server assumes that they are already synchronized, and inserts, updates, deletes, or modifications to the published data are replicated to each subscriber as soon as the subscription are established. 

Push and pull subscriptions

For a subscription server to receive published data, it must subscribe to one or more publications. This can be accomplished by performing either a push subscription or a pull subscription. The type of subscription is determined by the administrative focus; that is, on whether you are administering the publication server or the subscription server.

Push subscriptions

A push subscription is carried out when administrative focus is set on the publication server. As part of the process of creating or managing a publication, subscriptions are created by “pushing” out a publication or an article to one or more subscription servers.

One advantage of using push subscriptions is that they simplify and centralize subscription administration. The act of publishing is combined with the act of subscribing, and one person can perform both in the same administrative session. The need to separately administer each subscriber is eliminated. Another advantage is that for each publication, many subscribers can be set up at once. 

Pull subscriptions

A pull subscription is carried out when administrative focus is set on the subscription server. A subscription is created by “pulling” in a publication or an article from a publication server.

One advantage of using pull subscriptions is that they provide a degree of replication autonomy for a subscription server. The SA or DBO of the subscription server can decide which publications will be received. The subscriber avoids receiving unwanted data from a publication server. Another advantage is that for each subscription server, subscriptions from many publication servers can be set up during one administrative session.

With pull subscriptions, the act of publishing is separate from the act of subscribing, and the user administering the subscription server need not be the same person who administers the publication server. 

Monitoring replication performance

SQL Performance Monitor—the integration of Microsoft SQL Server 6.0 with the Windows NT Performance Monitor—makes it possible for you to get up-to-the-minute activity and performance statistics on SQL Server replication. 

SQL Performance Monitor obtains statistics from performance counters, several of which are grouped within a performance object. When you install SQL Server two replication-related objects are automatically provided to SQL Performance Monitor: SQL Server Replication—Published DB (the publication object) and SQL Server Replication—Subscriber (the subscription object). 

Three publication database counters are available from the SQL Server Replication—Published DB object.



Publication counter�Description��Replicated Transactions�The number of transactions in the transaction log of the publication database that are marked for replication but have not yet been delivered to the distribution database.��Replicated Transactions/sec�The number of transactions per second that have been read out of the transaction log of the publication database and delivered to the distribution database.��Replication Latency (msec)�The number of milliseconds between the time a transaction marked for replication is entered into the transaction log of the publication database and is read out of the log and delivered to the distribution database.��

Four subscription server counters are available from the SQLServer Replication—Subscriber object.



Subscription counter�Description��Delivered Transactions�The number of delivered transactions in the distribution database. A delivered transaction is one that has already been executed against the destination database.��Delivered Transactions/sec�The number of transactions delivered per second—that is, the number of jobs per second that were executed in the last batch sent to the subscription server from the distribution server.��Delivered Latency (sec)�The number of seconds a transaction remains in the distribution database before delivery to the subscription server—that is, the time between a job being inserted in the distribution database and being executed against the destination database.��Undelivered Transactions�The number of undelivered transactions in the distribution database. An undelivered transaction is one that has not been executed against the destination database.��

SQL Performance Monitor can be started by choosing its icon from the Microsoft SQL Server 6.0 program group.

Viewing replication tasks and the task history

When you use SQL Enterprise Manager to set up replication, it automatically creates the replication tasks that are required. You can view a list of all scheduled tasks, a list of tasks that are currently running, and a history for each replication task.

You can view a task’s history, which provides information about the last run date of a replication task, the time and duration of the last run, the status of that run, and a user was sent email by SQL Executive. You can also view any messages sent by SQL Executive.

Setting up alerts for replication

SQL Enterprise Manager and the SQL Executive service provide an easy way to set alerts on SQL Server events. SQL Enterprise Manager allows you to define alerts. SQL Executive monitors the Windows NT application log, watching for an event that qualifies as one of the defined alerts. If such an event occurs, SQL Executive will respond automatically, either by executing a task that you have defined or by sending an email and/or a pager message to an operator you have specified. You can use this capability to set up alerts on replication events.

Advanced security

Security is critical in a replication environment, particularly when replicating sensitive company information.

SQL Server replication expands the security available from Windows NT and SQL Server 6.0 by limiting which users can set up and administer replication, and which subscription servers can subscribe to (or even see) certain publications.

User-level security

Replication permits SAs, database owners (DBOs), and others (public) to perform these replication tasks:



Replication task�SA�DBO�Public��Install a distribution database�(����Configure a publication server�(����View publication servers�(�(�(��Manage publications�(�(���View publications�(�(���Manage subscriptions�(�(���View subscription servers�(�(�(��Configure a database for publishing�(����Publication-level security

The key to ensuring a secure publication is first controlling who can see it.  In SQL Server, security can be implemented for each publication. On a publication-by-publication basis, you can control the access that subscription servers have to a publication by marking the publication as either Unrestricted or Restricted.

A publication marked Unrestricted is visible to and can be subscribed to by any subscription server known to the publication server. A publication marked Restricted is visible to only those subscription servers marked for access. Servers not marked for access cannot subscribe to the publication; they cannot even see it. As a result, users setting up subscriptions at servers not marked for access will not even know of a restricted publication. At that server, it will not appear in any list.

Central Control of Distributed Servers

Far from being a “downsized” version of the mainframe, today’s distributed client-server environments are an order of magnitude more complex and difficult to manage. Applications may be deployed on dozens or hundreds of distributed servers, all of which must be controlled to the same exacting standards as mainframe production software systems.
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The major factors impacting the management of distributed database servers within a client/server environment include:

Increased number of installed and managed systems (10,100,1000,...)

Increased rate of change

Increased interaction between components

Decreased ratio of administrators per server

Increased importance of ease-of-use

Until now, the tools for managing client-server database systems have largely been modified versions of mainframe DBMS tools. These tools have required a highly trained operational staff to use. While vendors recently have started to add graphical user interfaces, the tools themselves still have remained focused on managing individual servers and databases. Most systems lack any form of automation of operations such as nightly backup, data migration, performance tuning, etc. Often “consoles” are not even client/server, and must be run on the same machine as the RDBMS! 

These “legacy” approaches to administration haven’t adapted well to meet the needs of fast-paced client-server environments. Today, organizations cannot afford to have trained operators in every location in a distributed, enterprise-wide network. A new model is required to manage distributed RDBMS products such as Microsoft SQL Server. 

Microsoft SQL Server Distributed Management Framework (SQL-DMF)

With SQL Server 6.0, Microsoft is delivering a scalable distributed management architecture that addresses the dynamic needs client-server environments. The Microsoft SQL Server Distributed Management Framework (SQL-DMF) is an object-oriented, three-tier architecture that provides components, services, and tools necessary for managing distributed SQL Servers in an enterprise. This architecture is inherently distributed, and provides flexibility and scalability by separating management aspects into three distinct layers:

Tier�SQL Server 6.0  DMF Components��Tier 1 - Presentation/Manipulation�SQL Enterprise Manager administration tool, Visual Basic scripting��Tier 2 - Management Objects�OLE automation interface to all SQL Server administration and management features��Tier 3 - Implementation/Processing�SQL Server engine, SQL Executive services��Benefits of SQL-DMF

SQL-DMF provides the following benefits:

Makes a multiple SQL Server environment easier to manage and reduces complexity by providing a state-of-the-art 32-bit Windows user interface, SQL Enterprise Manager, for all management services and integrating the management components, tools, and services into the core product

Provides a scaleable management framework that can be adapted to specific needs of small and large customers. Customers can extend Microsoft’s tools through built-in OLE management objects and Visual Basic scripting language support

Makes remote SQL Servers more self-managing via services that interact with the engine (scheduling, events/alerts, replication) and that can be programmed to perform automated, unattended functions.

Gives DBAs the tools to move from defensive to proactive management via a comprehensive event/alert processing model that lets administrators define corrective actions for specific scenarios or problem conditions (such as a database log becoming full) which can be triggered via events and alerts
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SQL-DMF is defined by the following components:

SQL Executive

The cornerstone to SQL-DMF is SQL Executive, which runs as a Windows NT service and manages the replication, event handling, alerts, and scheduling components within SQL-DMF. SQL Executive works like a surrogate operator or ‘intelligent agent,’ automatically—and constantly�—monitoring the state of the server environment and any SQL Server distributed services. At Microsoft, we believe that crucial services such as replication need to be part of the product not just “add-ins.”

Legacy approaches to systems administration have forced organizations to be reactive, placing the front-line administrator into the role of firefighter. SQL Executive’s event management, on the other hand, has been designed to support proactive management, where administrators predefine alerts and corrective actions before they arise. Additionally, notifications can be set up in advance to be delivered via email or pager.

SQL Executive is a Windows NT service which can be optionally started when Windows NT starts (via a Setup option). It can also be controlled using the SQL Service Manager.  At start up time, the engine connects to a SQL Server (named in the registry) which contains its task table and loads the list of tasks. 

SQL Executive runs in its own process space and spawns threads to invoke scheduled tasks. The managed subsystems (replication, task management, etc.) are responsible for all aspects of processing specific tasks (establishing DB-Library connections, processing results,...). When tasks are completed (successfully or not), the subsystem returns a result status (with optional messages) to SQL Executive. The engine records the completion status in the Windows NT event log, task history table and optionally e-mails the designated administrator of the completion status of the task.

A Word About the Event/Alert Subsystem

The event/alert subsystem is what gives SQL Server 6.0 is ability to support proactive management. The primary role of the event/alert subsystem is to respond to events by raising alerts and invoking responses. This processing is centered around the Windows NT event log and SQL Executive. As triggering activities (or user-defined activities) occur in the system, an event is posted to the Windows NT event log. The event log notifies SQL Executive (which has been registered as an event log callback handler) that an event has occurred. 

SQL Executive determines if any alerts have been defined for this event by examining the event's error number, severity, database of origin and message text. If an alert has been defined (in the alert table), then the administrator(s) can be alerted (via xp_sendmail). Optionally a SQL Executive on-demand task can be invoked which takes corrective action (for example, the action may auto-expand a database that is almost full.)

If no alerts are defined locally, then the event can be forwarded to another server for processing. This allows groups of servers to be monitored centrally, enabling alerts and administrators to be defined once and then applied to multiple servers.

SQL Server Distributed Management Objects (DMO)

Another crucial component is the SQL Server Distributed Management Objects (SQL-DMO). SQL-DMO, an OLE automation interface for SQL Server 6.0, provides objects, properties and methods for all aspects of SQL Server management and administration. The SQL Server object model consists of over 40 distinct objects and 600+ OLE interfaces. The organization of these objects greatly reduces the task of learning and fully using the SQL Server management components.

OLE interfaces support the use of Visual Basic for building custom administration scripts that can be scheduled via the SQL Executive scheduling service. Here are some examples of SQL-DMO objects and methods:



Object Method�Action��SQLServer.Stop�Starts a SQL Server��SQLServer.Start�Stops a SQL Server��Database.Backup�Performs a database DUMP��Index.UpdateStatistics�Updates optimizer information for indexes��Database.Table.Add�Used to add a table to a database��All SQL Server functions are services are exposed in the form of objects, methods and properties. This model greatly simplifies the management ‘surface’ of SQL Server by organizing management functions in terms of the SQL Server object model. The primary object is “SQLServer” which contains a collection of “Databases”. The “Database” object contains a collection “Table”, “View” and “StoredProcedure” objects. Objects contains properties (i.e. SQLServer.Name = “SABERTOOTH”) and methods (SQLServer.Start or SQLServer.Stop). Properties and methods are used to manage the SQL Server.

OLE automation / Visual Basic scripting

The power of using an OLE interface to SQL Server management becomes clear when you consider the potential of having a robust language such as Visual Basic function as a scripting environment for administrative tasks. For example, here is sample code to  list the name and space available on all databases on a server.



Dim MyServer as SQLServer	‘ declare the SQL Server Object

MyServer.Name = “FUSION”

MyServer.Login = “sa”

MyServer.Connect		‘ Connect to the SQL Server

‘ list the name, space available for all databases

For each MyDB in MyServer.Databases	

	Print MyDB.Name, MyDB.SpaceAvailable

	Next MyDB

MyServer.Disconnect		‘ disconnect
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SQL Enterprise Manager 

The SQL Enterprise Manager supports centralized management of multiple SQL Servers. It uses SQL-DMO objects for managing all aspects of SQL Server. This includes managing the topology, security, events/alerts, scheduling, backup, server configuration, tuning, and replication. SQL Server database schemas and objects such as views and triggers can also be created, modified and copied using SQL Enterprise Manager. The tool provides a centralized topology view from anywhere on the network.

The SQL-DMF architecture provides multiple “entry-points” to support custom administration needs and lights-out operations. As a result, servers can also be managed via SQL-DMO objects (using Visual Basic scripts) or by directly accessing the system commands. We think this architecture provides a flexible framework for addressing both small and large-scale administrative requirements without sacrificing ease of use or power.

Client-server computing presents many new challenges that require new ways of thinking.  RDBMS products must adapt to the increased demands of this dynamic and increasingly sophisticated distributed environment. SQL Server 6.0, with SQL Distributed Management Framework, addresses these needs.



Key Features and Benefits

Feature�Benefit��Client/Server Architecture�Combines the best of traditional mainframe comput�ing—centralized security, data integrity, and control—with the best of today’s PCs—ease of use, rich user in�terfaces and a variety of off-the-shelf productivity tools.

Makes it possible for multiple front-ends to share information, giving you the ability to choose the most appropriate tool for the job.

Makes the most efficient use of networks. Because database queries are processed at a centralized server network traffic is reduced.��Tightly integrated with Microsoft Windows�Microsoft SQL Server provides tight integration with Windows and Windows-based applications helping to reduce the cost and complexity of deploying sophisticated applications.  Today most leading third party Windows-based applications and tools support Microsoft SQL Server.

Administrators can manage multiple SQL Servers from a single workstation running Windows NT or Windows 95; cursors allow developers to more easily create rich, interactive applications; SQL Server connectivity options allow applications for Windows to access mainframe data from DB2®, Oracle®, Ingres™ and other sources, SQL Server’s open interfaces support application development with using Windows-based tools such as Visual Basic and Visual C++.��Network Independence�Unlike database servers which run only on proprietary operating systems or support only proprietary network protocols, SQL Server is network independent.  

Because SQL Server relies on open industry standards, it can run on most popular networks, including Microsoft LAN Manager, Novell NetWare, Banyan VINES, DEC Pathworks™, Apple® AppleTalk and Windows NT Server-based networks.

This provides you with important flexibility—now and in the future.��Scrollable Cursor Support�Simplifies development of rich data browsing applications with capabilities such as forward/backward scrolling, positioned updates and deletes, and flexible concurrency control options.  Ideal for development in the Windows environment.��Hundreds of Available Tools, Applications and Gateways�Offers the broadest choice of tools in the industry for the development of client-server applications.  A new directory of applications and services is now included in the SQL Server package.��Open Data Services Integrated Connectivity Toolkit�Integrates SQL Server with a broad range of applications and data sources. Microsoft Open Data Services is Microsoft’s multithreaded development library for building powerful gateway applications to access customized data sources

Provided with starter applications for key tasks such as event notification and auditing.��Rich, Windows-based System Administration�SQL Enterprise Manager is a graphical Windows-based tool that let you manage all of your networked SQL Servers from a single point of control.

SQL Enterprise Manager simplifies complex administration tasks such as storage allocation and permissions management through a rich Windows-based user-interface. SQL Enterprise Manager provides graphical management of database objects such as tables, views, stored procedures and triggers.  Visual Basic scripting provides the power to extend the capabilities to automate remote operations across multiple servers.

Other graphical utilities are included for managing security, tape volumes and client configuration.��Enhanced SQL Language (TRANSACT-SQL)�Provides compatibility with the industry standard data access language. SQL Server’s enhanced language, Transact-SQL includes important extensions necessary to support mission-critical applications, such as stored procedures and triggers.��Transaction Processing�Guarantees the consistency and recoverability of your database in case of system failure—even in the middle of complex updates by more than one user.

SQL Server treats all database changes inside a transaction as a single unit of work. By definition, either an entire transaction is completed safely and all resulting changes are reflected in the database, or the transaction is rolled back—and all changes to the database are undone.

Transaction processing is a vital requirement for a system designed to support mission critical applications, such as accounting, inventory management, and on-line order entry. Using a two-phase commit protocol,  SQL Server even supports synchronized transactions which span more than one server—guaranteeing that all servers on the network will be maintained in a consistent state.��Implicit Concurrency Control�Another benefit of SQL Server’s transaction processing design is implicit concurrency control.  SQL Server employs a fast, simple and automatic page-level locking scheme that keeps concurrent users from interfering with each other during queries and updates.

All SQL Server locking is implicit—the programmer doesn’t have to worry about locking commands.  And the process of obtaining a lock is exceptionally fast—a matter of microseconds, since lock information is stored in a memory-resident table.  Multiple levels of locking are supported, and SQL Server always picks the least restrictive lock needed to support the operation.��Server-Enforced Data Integrity�Allows you to incorporate support for data integrity and complex business policies in the database itself, where they can be maintained centrally and enforced uniformly for all applications.

SQL Server 6.0 offers ANSI standard referential integrity and column level constraints, and also has advanced data integrity features such as rules, defaults, stored procedures, triggers, and user-defined datatypes to enforce data integrity.

SQL Server’s built in intelligence makes capable of supporting both ad hoc and programmed updates to the database using any available software with complete safety—a crucial requirement if a server is to be an open platform for popular client applications.��Stored Procedures (Server Programmability)�Allows you to store pre-compiled collections of SQL commands in the database, a feature which can have a dramatic impact on performance—in some cases decreasing query processing times by as much as 80%

Stored procedures can also be used to centralize application logic in the database, allowing you to program the server to perform complex queries or updates in response to a simple procedure call.  Because stored procedures can accept passed parameters, their behavior can be flexible and dynamic. Stored procedures can be written once and shared among applications, greatly simplifying the application development process.

SQL Server also supports extended stored procedures to call external C-based DLLs for even more flexibility.��Triggers�Triggers prevent incorrect, unauthorized or inconsistent changes to data.  Triggers are specialized forms of stored procedures which are executed automatically by SQL Server whenever any attempts to modify associated data is made.

Triggers are incredibly powerful.  They allow you to enforce data integrity and complex business policies centrally in the server, instead of having to program this logic into individual applications.  Things like:

Do not accept a new customer credit order if there are outstanding debts for that customer

Whenever a component’s part cost is updated, automatically update the total product cost

Do not allow updates that attempt to increase credit limit by more than 25%

Triggers are a crucial feature in a production DBMS—SQL Server was designed from the start with an implicit understanding of this crucial requirement��Rules and Defaults�Rules are another SQL Server tool to enforce data integrity centrally, but at the individual column level.  Rules can require that a value fall within a particular range, appear within an explicit list, or even match a string pattern—automatically.  For example, a database containing information on senior citizens could have a rule that the age field must contain a value between 65 and 120 years.

Defaults allow you to have SQL Server automatically insert a value in a column if the user does not supply one.  For example, a state_code field might have a default of “CA” for a company that does business primarily in California.

Rules and defaults can be connected to a particular column, a number of columns, or all columns in the database that have a given user-defined datatype.��User-Defined Datatypes�Allows you to create your own datatypes to supplement those provided by SQL Server.

The advantage of user-defined datatypes is that you can bind rules and defaults to them for use in multiple tables and tailored to specific applications.

For example, you might define a state_code datatype as two characters (char[2]) with an associated rule that re�quires all values to appear in a list of 50 valid state codes.

This behavior is automatically applied whenever a new column having a state_code datatype is added to a table.��Single Process, Multi-threaded Architecture�Provides the highest possible performance in a client/server DBMS.

Conventional DBMSs accommodate concurrent users in two basic ways: either by creating a separate process for each user—considerably increasing system overhead and memory usage—or by using a single process to service all user requests—meaning that queries are processed in serial instead of parallel.

SQL Server is optimized for Windows NT, and uses a far more efficient design that uses multiple native threads within a single process to handle user requests—allowing queries to be processed in parallel with very little overhead and no runtime memory allocation.

This architecture is also memory efficient—SQL  Server needs only about 40K of memory for each additional user.  That compares to the 400K or more needed by other database servers.

But the major advantage of SQL Server’s multithreaded design is throughput.  SQL Server doesn’t slow down as multiple users are added to the network.��High Availability (Dynamic Backup and Automatic Recovery)�Avoids costly downtime for routine maintenance tasks.  Nothing is more detrimental to workgroup productivity than network resources that are periodically unavailable.  SQL Server is designed to remain operational for longer periods of time than any other DBMS.

SQL Server’s dynamic backup allows you to backup databases even while users are actively reading and writing to them—a fundamental requirement for mission-critical applications.

In case of system failure (operating system crashes, power outages, etc.), SQL Server’s automatic recovery mechanism recovers all databases to the last state of consistency in a matter of minutes, with no administrator intervention.  Your applications can be up and running again right away.

SQL Server’s high availability design even allows you to perform database design changes or diagnostics while the system is online.��Device Mirroring (Fault Tolerance)�Provides fault tolerant operation to meet critical business application requirements.  High availability design allows any SQL Server database device to be mirrored, unmirrored, or remirrored on the fly, and automatic cutover provides non-stop operation in case of I/O failure (requires OS recovery). SQL Server device mirroring allows an administrator to establish a very granular fault-tolerant environment (mirroring only transaction logs, for example).  

Microsoft SQL Server also fully supports Windows NT Server RAID 5 or hardware mirroring for fault-tolerant operation.��Mainframe-level Security�Provides you the utmost in protection for sensitive data.  

SQL Server implements comprehensive user-level permissions on tables, views, stored procedures and SQL commands.  It also supports field-level security.  And because permissions can also be applied to groups, security is easy to implement and administer.

Since security is handled centrally by SQL Server, you don’t have to code elaborate user validation logic into your client applications.

SQL Sever also directly integrates with Windows NT security to provide a single logon to both network and database resources, with advanced password aging and user account lockout control. New encryption services provide secure over-the-wire data transfer between clients and servers for the highest level of distributed security.��Open Client Interfaces�SQL Server offers open (documented and published) application programming interfaces, DB-Library and ODBC, that enable any software developer to build client applications for SQL Server.  Hundreds of available applications, tools and turnkey business solutions support SQL Server already.  Microsoft is committed to continued enhancement of these interfaces to preserve customer investments.��Protocol Independent Architecture�SQL Server client and server applications fully support alternative network protocols (such as TCP/IP) with appropriate network interface libraries.

This means that the SQL Server application you purchase today will work the Microsoft SQL Server regardless of client platform.��Distributed Data Management�Allows workstations to access and perform transactions to several SQL Servers at the same time, making true distributed applications possible.

SQL Server allows you to create a single distributed transaction that updates multiple servers while enforcing data integrity and consistency.  If the workstation or any server were to crash, the partial transactions on all other servers would be rolled back automatically.

Because you can scale your applications over several servers, your effective data handling capabilities are almost unlimited.��Technical Support�24 x 7, fee-based support available via 800 number. Mission-critical support includes: immediate, server-down support; technical and management issue escalation; remote diagnostics (trace flag monitoring); problem replication labs; hotfix and service pack releases; detailed buglist and fix lists, and on-line services..��

Product Comparison

The following is a comparative listing of features between Microsoft SQL Server 6.0 and other major relational database systems. This comparison is based on an interpretation of the information published by each vendor on the latest implementations of their products.

Key to the symbols:

	n	The full functionality is included within the product�	o	The functionality is an extra-cost option or only partially implemented �		A [blank] indicates there is no comparable feature

When appropriate, additional information is provided in the table or in footnotes.



��Microsoft�SQL Server 6.0�Oracle 7.1�Server�Sybase�System 10.1��RDBMS architecture�����Multithreaded RDBMS�n�partial�simulated���Parallel RDBMS�o�o��o���Symmetric multiprocessing architecture�multithreaded�multiprocess�multiprocess��Massively parallel hardware��o���Loosely coupled hardware (clustered)��o�o ���Dynamic load balancing��n�o���Preemptive task scheduling��n�o���Protected user contexts (isolate faults to single thread)�n����Thread pooling (multiple user tasks per thread)�n�o���Asynchronous I/O architecture�n�most platforms�most platforms��Execute multiple transactions in parallel�n�n�n��Parallel query execution (physical decomposition)�n�o���Parallel query execution (logical decomposition)�����Parallel data scan (tables/indexes)�n�o���Parallel load�n�n�n��Parallel join/sort��o���Parallel index�n�o���Parallel recovery of databases�n�o���Parallel backup & restore of databases�n�o��n��Asynchronous read-ahead fetch�n�n���Asynchronous checkpoint�n�n�n��Databases can span devices�n�n�n��Data partitioning/striping�n�n�n��Removable media (e.g. databases on CD ROM)�n�n���Maximum size of a table�1TB�by platform�2GB��Maximum size of a database/all databases�1TB/8TB�by platform�512GB���Maximum number of concurrent users�32,768�by platform�by platform��Clustered indexes�n��n��Clustered tablespace (join clustering)��n���Locking and concurrency�����High speed page locking�n��n��Row locking��n���Versioning��n���Automatic deadlock detection & resolution�n�n�n��Tunable lock escalation strategies��n����Programmable isolation levels with override�n�n�n��Isolation level 0 (read uncommitted—“dirty read”)�n����Isolation level 1 (read committed)�n�n�n��Isolation level 2 (read repeatable)�n�n�n��Isolation level 3 (read serializable)�n�via table lock�n��Optimizer�����Cost-based query optimization�n�n�n��“Flattened” subqueries��n�n���Uses cached data distribution statistics�n�n�n��      Keeps multiple index densities for composite keys�n��n��Reverse traversal of indexes�n�n���Explicit index & join order (optimizer hinting)�n��join only��Hinting for response time or total throughput�n�n���In-place updates�n�n�o��Backup/recovery & fault tolerance�����Mirrored databases & logs�n�logs only�n��Rollback & rollforward recovery�n�n�n��RAID support�n�n�n��Replication to “warm” standby server�n�o�o���Online backup of databases and logs�n�o�n��Parallel striped backup to multiple devices�n�o��n��Backup at scheduled intervals or times�n��n��Backup multiple databases to a single volume�n�n�n��Backup a single database to multiple volumes�n�n�n��Backup/restore of a single table�n�tablespace only���Automated log dumps�n��n��Append log dumps to a single file�n����Maintain backup history in system event log�n����Administrator notification when backup complete�n����Distributed data & replication�����Asynchronous remote procedure calls�n�o�n��Distributed transactions (two-phase commit)�programmable�automatic�programmable��Distributed query processing�o��n�o���Asynchronous data replication�n�o��o���       Log-based replication�n��o��       Trigger-based replication��n���       Point-in time synchronization (snapshots)�n�n���       Object sync (stored procedures, triggers, etc.)�n����Intuitive “publisher/subscriber” model�n����Easy to manage via graphical tools�n����Granularity�row/column�row/column�row/column��Data transformation & aggregation�n���o��Distribution process can be on separate server�n��o��Automatic initial synchronization�n����Automatic resynchronization�n�o�o��Partitioned ownership (distinct fragments)��n��o��Locally updateable copies�not recommended�o�not recommended��Conflict resolution�application�limited auto�application��Secure replicated data (encrypted data stream)�n�o����Integrity constraints for replicated data��n�triggers only�triggers only��Extensible architecture (replicate to/from other systems)�o���o��Replication connection interface�ODBC�proprietary�proprietary��Remotely monitor replication performance�n����Remotely configure subscribers�n����Security�����Secure logon & authentication�n�n�n��Security by groups of users�n�n�n��Roles & authorizations�n�n�n��ANSI standard permissions management�n�n�n��Auditing�logins�n�n��Single logon to network & database�n���o���Centralized password management across servers�n��o��Password aging�n��o��Minimum password length restriction�n��o��Restrict login to specific workstation�n��o��Account lockout�n��o��Password encryption�n�o��n��Data stream encryption�n�o���RPC encryption�n�o���Secure replicated data (encrypted data stream)�n�o����Encrypted stored procedures�n����Data integrity and programmability�����Transaction processing �n�n�n��Distributed transactions (two-phase commit) �n�n�n��Replicated transactions �n�o�o��ANSI standard referential integrity�n�n�n��Constraints�n�n�n��Column level rules and defaults�n��n��Programmable business rules�n�o��n��Triggers�n�o�n��Stored procedures (SQL)�n�o�n��Extended stored procedures (C & C++)�n����Pass parameters to stored procs (data/identifiers)�n�o�data only��Pass TEXT/IMAGE parameters to stored procs�n����Return results from stored procedures�n�single row only�n��Temporary stored procedures (local/global)�n����Autoexecuting stored procedures�n����Visual Basic for Applications scripting�o�����Language and standards�����ANSI SQL compliance�n�n�n��FIPS 127-2 certification�calendar ’95�n�n��Extensions to ANSI SQL�n�n�n��ANSI data types�n�n�n��User defined datatypes�n��n��Maximum size of BLOB data�2G�64K�2G��Temporary tables (local/global)�n�n�local only��Auto sequencing counters to assign unique values�n�n�n��Engine-based cursors (forward/backward scrolling)�n�n�forward only��      ANSI cursors semantics�n�n�n��      Cursors in stored procedures�n��n��      ODBC cursor semantics�n����      DB-Library cursor support�n�N/A���Open interoperability and connectivity�����Open client and server interfaces�n�n�n��Programmable gateway/server�n��o��o���Customizable integration with external processes�n�o�o��Customizable interfaces to non-relational data�n�o�o��Customizable auditing and security�n�o�o��Customizable event notification and alerts�n�o�o��Turnkey gateways to enterprise data:�      DB2, IMS/DB, SQL/DS, Oracle, Rdb�      Teradata, AS/400, Informix, Sybase, Ingres�o�

o

o�o

o

o�o

o

o��MAPI interface to email/messaging systems�n����Multiple networks supported�n�n�n��     TCP/IP�n�n�n��     IPX/SPX�n�n�n��     Banyan VINES�n�o���     DECNet�n�n�n��     Named pipes�n�n�n��     AppleTalk�n�o���Desktop integration�����Multiple client platforms supported�n�n�n��Open support for hundreds of applications and tools�n�n�n��Native call-level interface(s)�DB-Lib, ODBC�OCI�DB-Lib, CT-Lib��ODBC driver�native��layered�layered��ODBC cursors supported in the engine��n����OLE automation�n����Visual Basic data access objects�o�o���Query results can be packaged as OLE objects�n����Query results can be mailed to desktop users�n����Database administration and management�����Command-line utilities�n�n�n��Centralized management of groups of servers�n�limited�o���Object-based management framework�n��o���       OLE Distributed Management Objects�n����Graphical management tool(s)�n�o��o��       Easy to use Windows interface�n�o�o��       Easy, fast server installation �under 10 min.����       Installation to remote servers�n����       Load/unload�n�o�o��       Backup/restore�n�o�o��       Databases and objects�n�o�o��       Server configuration�n�o�o��       User accounts and logins�n�o�o��       Data migration & transfer�n����       Performance monitor�n��o��       Replication management�n��o��       Automated generation of DDL scripts�n����       Visual I/SQL�n����       Supports remote management�n�limited�o��Automated remote operations�n��limited��        Programmed operations via Visual Basic scripting�n����        Dial-up administration and diagnostics�n�o�o��        Automated task scheduling�n��backup only��        Customizable event logging�n��o��        Automated responses to events�n��o��        Automated tasks across servers�n����        Customizable administrative alerts (email & page)�n��o��        SNMP alerts and attributes (database MIB)�o��o�o��        Threshold management�n��n���

� As of March 1995, 308.8 tpsB at a cost of just $423 per tps on a dual-processor DEC AlphaServer 2100 4/275.

� Microsoft SQL Server currently holds the price/performance record for relational database software at 308 tps/B at a cost of $426 per transaction on a dual-processor DEC AlphaServer (current as of January 1995). Previously, it was common for this level of performance to range from $2,500 - $5,000 per transaction.

� The Gartner Group defines databases of 100GB and up as Very Large for SMP environments. Microsoft SQL Server 6.0 is designed to support this class of database on appropriately configured high-end hardware platforms.

� Makes minimal use of operating system thread services if they exist. Non-preemptive threading is simulated by the RDBMS

� This and most other parallel functions require Oracle’s Parallel Query Option at additional cost

� Limited: requires Sybase Navigation Server.  As of this writing, Navigation Server works with SYBASE 4.91 on AT&T GIS hardware only. It is not available for SQL Server 10

� Requires Sybase Navigation Server.

� Ability of RDBMS to spread the user workload automatically across processors at runtime rather than at connect time

� Ability of RDBMS to execute user tasks preemptively. Restults in smoother operation and prevents “runaway tasks”

� Requires purchase of Oracle’s Parallel Backup/Restore Utility at additional cost

� On most platforms. Sybase supports a maximum of 255 disk devices which are limited to the UNIX volume size of 2GB

� Ability for the DBA to change lock escalation strategies based on size of table. Important for large database environments

� The optimizer will evaluate main queries and subqueries together such that overall cost of the query is minimized.  For example, may join 2 tables in main query before doing the subquery

� Requires separate purchase of Replication Server

� Requires purchase of Oracle’s Parallel Backup/Restore Utility at additional cost

� Distributed query processing is supported via Microsoft’s desktop products (Microsoft Access and Visual Basic) which are purchased separately

� Requires use of Sybase Omni SQL Gateway which is purchased separately

� Requires Oracle’s distributed data option

� These and other replication functions require use of Sybase Replication Server which is purchased separately. List price starts at approximately 75% the cost of the Sybase RDBMS

� In Microsoft SQL Server and Sybase Replication Server transformations can be accomplished through stored procedures

� Subsets (fragments) of data a table can be “owned” by different sties each replicating its data to the other 

� Requires purchase of Oracle Secure Network Services add-on to SQL*Net. List price begins at $200 and goes up to $6,000 for enterprise servers with unlimited connections

� Protects remotely-owned data from unauthorized local updates.

� Programmable through open interfaces (ODBC)

� This and following capabilities via integration with Windows NT security services

� Supported only for names pipes connections to Windows NT-based servers.  Not supported under UNIX

� Requires purchase of Oracle Secure Network Services add-on to SQL*Net. List price begins at $200 and goes up to $6,000 for enterprise servers with unlimited connections

� Requires purchase of Oracle Secure Network Services add-on to SQL*Net. List price begins at $200 and goes up to $6,000 for enterprise servers with unlimited connections

� Requires the Oracle7 procedural option

� For administration and management via the SQL-DMO object layer. Requires a VBA-hosted application such as Excel 5.0

� Microsoft Open Data Services, included with SQL Server, is a programmable server library for integrating SQL Server with a wide variety of relational and non-relational data stores

� Requires Oracle’s Programmable Gateway. Purchased separately

� Requires Sybase Open Server, purchased separately

� SQL Server 6.0-compatible gateways based on Open Data Services are available from a number of Microsoft Solution Providers, including Information Builders, Showcase Corporation., and Micro Decisionware

� ODBC can be supported either as a “native” interface for highest performance direct access to server data, or layered onto an existing interface such as OCI, with tradeoffs in performance and memory usage

� Provides high performance interface for browsing data from desktop tools

� UNIX only. Requires purchase of Enterprise SQL Server Manager, a separate product

� UNIX only. Requires use of 3rd party management framework (Tivoli)

� Requires purchase of Oracle’s Server Manager tool, available separately

� This feature is under development and is planned to be available in an update after the first release of SQL Server 6.0
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The information contained in this document represents the current view of Microsoft Corporation on the issues discussed as of the date of publication. Because Microsoft must respond to changing market conditions, it should not be interpreted to be a commitment of the part of Microsoft, and Microsoft cannot guarantee the accuracy of any information presented after the date of publication.
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